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Specification and Synthesis of Reactive Protocols
for Aircraft Electric Power Distribution
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Abstract—The increasing complexity of electric power systems
leads to integration and verification challenges. We consider the
problem of designing a control protocol for the aircraft electric
power system that meets a set of requirements describing the
correct behaviors of the system and reacts dynamically to changes
in internal system states. We formalize the requirements by
translating them into a temporal logic specification language and
apply game-based, temporal logic formal methods, to automati-
cally synthesize a controller protocol that satisfies these overall
properties and requirements. Through an example, we perform
a design exploration to show the benefits and tradeoffs between
centralized and distributed control architectures.

Index Terms—

I. INTRODUCTION

ADVANCES in electronics technology have made the tran-
sition from conventional to more-electric aircraft (MEA)

architectures possible. More-electric aircraft architectures pro-
vide improvements in reliability and maintainability, as well
as the potential to reduce aircraft weight and volume. The
concept of electric aircraft is not new; though considered
by military aircraft designers since the 1940’s, the idea was
never implemented due to lack of electric power generation
capabilities at that time as well as volume of required power
conditioning equipment [1]. Conventional architectures utilize
a combination of mechanical, hydraulic, electric, and pneu-
matic subsystems. The move towards more-electric aircraft
increases efficiency by reducing power take-offs from the
engines that would otherwise be needed to run hydraulic
and pneumatic components. Moreover, use of electric systems
provides opportunities for system-level performance optimiza-
tion and decreases life-cycle costs. These architectures also
introduce, however, new high-voltage electric networks and
solutions for integrating additional subsystems.

Efforts have been made to re-use previously developed
systems from conventional aircraft in more-electric aircraft [2],
but additional high-voltage networks and electrically-powered
components increase the system’s complexity, and new designs
for electric power systems need to behave according to certain
properties or requirements determined by physical constraints
or performance criteria. Because safety of the aircraft is
solely or mostly dependent on electric power, the electric
power system on next-generation aircraft need to be highly
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reliable, and fault tolerant. Past work has focused on the
analysis of aircraft performance and power optimization by
using modeling libraries and simulations [3]–[5]. Analysis of
all faults or errant behaviors in models is difficult due to the
high complexity of systems and subsystem interactions, which
as a result has led to a greater emphasis on the use of formal
methods to aid in safety and performance certification.

Controllers for an electric power system must be designed
so that the system satisfies all safety and reliability properties
and requirements. These requirements, however, are text-based
lists, oftentimes ambiguous in intent or inconsistent with each
other. The process of verifying the correctness of a system
with respect to specifications is expensive, both in terms of
cost and time. In this paper, we “specify and synthesize” a
solution to the design problem instead of “design then verify.”
In this approach, we begin by converting text-based system
specifications for an electric power system into a mathemat-
ical formalism using a temporal logic specification language.
From the set of system specifications, we then automatically
synthesize centralized and distributed controllers, and examine
design tradeoffs between different control architectures.

Building on past work [6], we apply formal synthesis
of control protocols that enable dynamic reconfiguration of
power in more-electric aircraft. We automatically synthesize a
controller based on temporal logic specifications that satisfy
system requirements while reacting to uncontrolled moves
from an environment (or adversary) [7] . In this methodology
we begin by converting English-based specifications into linear
temporal logic (LTL), and then use a combination of tools from
computer science formal method domains for the automatic
synthesis of control protocols. The use of synthesis methods
follows from their successful integration in verification of
hardware and software systems in computer science, engineer-
ing, and robotics domains [8]–[12].

One of the challenges in automatically synthesizing con-
trollers is its computational complexity. For a certain class of
properties, a fragment of LTL known as Generalized Reactivity
(1), a discrete planner can be automatically computed in
polynomial time (with respect to the size of the state space)
[7]. Applications of synthesis tools, however, (discussed later
in Section V-B) are limited to small problems due to the state
space explosion issue. To address this challenge, we utilize
previous work on the compositional design of correct-by-
construction, distributed protocols for an electric power system
[13], [14]. Distribution of the design and implementation
of the electric power system will reduce the computational
complexity, as well as allow for the design of flexible control
architectures in terms of modularity, fault-tolerance, and inte-
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grability [15]. The drawbacks to distributed architectures are in
the coordination between subsystems and ensuring that overall
system requirements are satisfied. Distributing system require-
ments introduces the notion of incompleteness in specifications
(i.e., the lack of a guarantee subsystem requirements satisfy
global specifications.) In addition, distributed controllers can
be overly conservative (e.g., more generators need to be
utilized in order to guarantee power to buses).

The remainder of the paper is structured as follows: We de-
scribe a standard electric power system, including components,
connectivity, and typical design considerations in Section II.
Section III details the problem description, including types
of specifications and the overall synthesis problem, and is
followed by a technical description of specification language
and synthesis procedure in Sections IV and V. Section VI
presents a case study of an electric power system, including
variables and formal specifications and presents results for a
centralized and distributed control architecture, and is followed
by concluding remarks and future work.

II. ELECTRIC POWER DISTRIBUTION SYSTEM

The standard electric power system for a passenger aircraft
comprises a certain number of generators (e.g., one or two
on the left and right sides of the aircraft) that serve as
primary power sources. Generators supply power to a set of
loads through dedicated AC buses. Typically, each AC bus
delivers power to a DC bus through a transformer rectifier unit.
Contactors are high-power switches that can control the flow
of power by reconfiguring the topology of the electric power
system and can establish connections between components. In
the case of a generator or switch failure, an auxiliary power
unit (APU) or battery may be used to power buses through
a different reconfiguration of system components. Different
reconfigurations of the system will change the open or closed
status of contactors and thereby affect the power level of
different buses or loads.

While standard descriptions of an electric power system
are already complex, next-generation aircraft are expected
to become even more difficult to design. The move from
pneumatic and hydraulic powered systems to electric powered
ones increases the criticality of the electric power system. This
elevated level of criticality can potentially be compensated by
increasing the number of generators and buses that supply
and deliver power to newly introduced loads. The increased
number of overall components in the electric power systems
raises the complexity of design as all possible configurations
need to be considered. The number of configurations quickly
goes beyond currently available verification and testing capa-
bilities. In this paper, we investigate an alternative way for
the design of control protocols for electric power systems on
more-electric aircraft. To this end, we use the sample electric
power system in Figure 1 as an example.

A. System Components

The electric power system schematic in Figure 1 includes
a combination of generators, contactors, buses, and loads,
transformers, and rectifier units. The following is a brief

Fig. 1. Single line diagram of an electric power system adapted from a
Honeywell, Inc. patent [17]. Two high-voltage generators, two APUs, and two
low-voltage generators serve as power sources for the aircraft. Depending on
the configuration of contactors, power can be routed from sources to buses
through the contactors, rectifier units, and transformers. Buses are connected
to subsystem loads. Batteries can be used to provide emergency backup power
to DC buses.

description of the components referenced in the primary power
distribution single-line diagram [16].

Buses: AC and DC power buses for both high and low volt-
age deliver power to a number of sub-buses, loads, or power
conversion equipment. Depending on the power availability
and quality requirements on the loads they supply power to,
these buses can be classified as essential and non-essential.
For example, essential buses supply loads that should always
remain powered, such as the flight actuation subsystem, while
non-essential buses have loads that may be shed in the case
of a fault or failure, such as cabin lighting.

Generators: AC generators can operate at either high
voltages, which can connect to the high-voltage AC buses,
or low voltages, which feed directly to the low-voltage buses.

Contactors: Contactors are high-power electronic switches
that connect the flow of power from sources to buses and
loads. Depending on the power status of generators and buses,
contactors can reconfigure, i.e., switch between open and
closed. Contactors provide the actuation for reconfiguration
of the topology of the electric power system, hence, changing
the paths through which power is delivered from generators
to loads depending on the contingencies.

Transformer Rectifier Units: Rectifier Units (RUs) convert
three-phase AC power to DC power. Transformer Rectifier
Units (XFMRs) combine a rectifier unit and a step-down
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transformer to additionally lower the voltage.
Batteries: Batteries are used as an electrical storage

medium independent of primary generation sources. They
provide short-term power during emergency conditions while
alternative sources are being brought online.

RAM Air Turbine: The RAM Air Turbine (RAT) is a
part of the emergency power system, and is a special purpose
generator that becomes active with the loss of a number of
main generators.

B. System Description

The following provides a brief description of the electric
power system topology in Figure 1.

At the top of the diagram are six AC generators: two
low-voltage, two high-voltage, and two APUs. Each engine
connects to a high-voltage AC generator and a low voltage
AC emergency generator. The high-voltage APU-mounted
generators, hereafter referred to as auxiliary generators can
also serve as backup power sources if a main generator fails.

The three distinct panels directly below the generators
contain the high-voltage AC distribution system. Each panel
represents the physical separation of components within the
aircraft. We denote components that can connect or disconnect
from each other through the opening or closing of contactors
as selectively connected (i.e. connected through a contactor).
The four high-voltage AC buses can be selectively connected
to all HVAC generators and auxiliary generators as well as
each other by way of contactors (represented by a`).

Selectively connected to the four high-voltage AC buses
are four high-voltage rectifier units (HVRU) which transform
AC power to DC power. HVRU 1 and HVRU 2 are directly
connected to high-voltage DC Bus 1; HVRU 3 and HVRU
4 are directly connected high-voltage DC Bus 2. Each high-
voltage DC bus also has a battery source which can also be
selectively connected.

High-voltage AC Bus 2 and Bus 3 are also selectively
connected to a set of transformers (labeled as XFMR on the
single-line diagram) that convert high-voltage AC power to
low-voltage AC power. The low-voltage AC system is depicted
in the two panels in Figure 1 right below the high-voltage AC
panels. These two transformers are connected to a set of four
low-voltage AC buses. LVAC ESS Bus 1 and LVAC ESS Bus
2 are essential, meaning that they connect to loads which must
always be powered. These essential buses are also selectively
connected to the two low-voltage AC emergency generators in
the case of a failure from the HVAC side.

The low-voltage AC essential buses are directly connected
to low-voltage rectifier units (labeled as LVRU on the single-
line diagram) converting low-voltage AC to low-voltage DC,
as shown in the two bottom panels in Figure 1. There are four
low-voltage DC buses, as well as two batteries which may also
be selectively connected. Power can also be routed from the
high-voltage AC buses through transformers to LVDC Main
Bus 1 and LVDC Main Bus 2. Similar to the low-voltage AC
case, low-voltage DC essential buses must remain powered
at all times throughout the flight because of essential loads
attached to the buses.

C. Design Considerations

The control protocol design problem for electric power
systems considers how the system shall reconfigure as a
function of the changes in flight conditions and faults in
the components. Typically such reconfiguration takes place in
multiple layers. Generation and primary distribution involves
the start-up or shut-down of high-voltage generators or APUs
in addition to the reconfiguration of contactors in order to route
power to high and low voltage buses and their respective loads.

Secondary distribution involves reconfiguring contactors to
manage power distributed to small loads. Note that the SLD
omits loads managed in the secondary distribution problem.

Load-shed management is not addressed at the generation
and distribution level, but rather can be considered sep-
arately as a power allocation problem. Whereas the gen-
eration and distribution guarantee power to the buses, the
load-management level takes the power and decides how
to distribute it amongst its loads. We refer the reader to
[6], which considers the load-shed management problem for
vehicle management systems.

In the remainder of this paper, we focus on the dynamic
reconfiguration for the generation and primary distribution
systems (omitting the load-shed management problem), by
designing a control protocol for contactors within the electric
power system. Based on the status of generators and buses, the
protocol ensures the proper switching or status of contactors
to ensure buses (and therefore loads) will remain powered.

III. SPECIFICATIONS AND A FORMAL SPECIFICATION
LANGUAGE

Given a topology of an electric power system like that of
the single-line diagram in Figure 1, the main design problem
becomes determining all correct configurations of contactors
for all flight conditions and faults that can occur in the system.
For a configuration to be “correct” means that it satisfies
system requirements, also referred to as specifications. We now
discuss a few sample specifications relevant to the problems
found in Figure 1.

A. Specifications for Aircraft Electric Power Systems

Specifications are generally expressed in terms of safety,
performance, and reliability properties. A few common ones
considered in the typical electric power system control proto-
col design problem are listed below.

Safety: Safety specifications constrain the way each bus
can be powered and the length of time it can tolerate power
shortages. Increasing the number of generators operating at
the same time increases the amount of power available to the
electric power system. In order for AC generators to work
in parallel with each other, however, they need to match
their respective frequencies, and phase voltages. A mismatch
in these properties can lead to loss of availability and even
damage of the generator or distribution system. To avoid such
difficulties of synchronization, we disallow any paralleling of
AC sources, i.e., no bus should be powered by multiple AC
generators at the same time.
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Essential loads, such as flight critical actuators, are con-
nected to essential AC and DC buses. These loads should
never be unpowered for more than 50 msec. The 50 msec
specification is a number used in industry standards in most
aircraft power requirement documents. This “gap” time is short
enough to ensure that load profiles are undisturbed (for safety
of the aircraft), but is long enough for contactors to open or
close and still avoid paralleling of sources.

The system is reconfigured through a series of changes in
the contactor states. The time it takes for contactors to switch
configurations will vary due to physical hardware constraints.
Typical opening times can range between 10-20 msec, while
closure times are between 15-25 msec [16]. Such delays need
to be considered due to timing constraints on the buses and
non-paralleling of sources.

Performance: Performance specifications rank desired sys-
tem configurations. A generator priority list is assigned to
each bus specifying the order of sources each bus should be
powered . If the first priority generator is unavailable, then it
will be powered from the second priority generator, and so on.
A hypothetical prioritization list is shown in Table I for HVAC
Bus 1. Because G2 is the first priority on the list, if the left
high-voltage generator from Figure 1 is healthy, then HVAC
BUS 1 receives power from that generator. If G2 is unhealthy,
then HVAC BUS 1 should receive power its second priority
G5, and so forth.

TABLE I
SOURCE PRIORITY TABLE FOR HVAC BUSES

Priority Bus 1 Bus 2 Bus 3 Bus 4
1 G2 G3 G4 G5

2 G5 G2 G5 G2

3 G3 G5 G2 G4

4 G4 G4 G3 G3

Reliability: Reliability specifications describe the bounds
on probability of failures within the system. Every component
comes with a reliability level. A level ε of reliability, for
example, indicates that one failure will occur every 1

ε hours of
operation. Given multiple component failures, systems should
be designed to tolerate any combination of component faults
that has a joint probability of less than a certain pre-specified
level. Practically, these reliability specifications determine the
combination of simultaneous faults that need to be accounted
for by the control protocol. An electric power system should
still be able to satisfy its safety specifications given any
combination of faults that lead to the pre-specified level. In
the design procedure proposed in subsequent sections, relia-
bility specifications are implicitly accounted for through the
environment assumptions by limiting the number of generator
faults that are allowed to occur at each step. If each component
has a known failure rate, then no combination of failures can
exceed a rate of, 10−9, for example.

B. Formal Specification Using Linear Temporal Logic

We now discuss a formal specification language that will be
utilized for the synthesis of control protocols later in this sec-
tion. Translation of the specifications discussed in the previous

section is a necessary component of the specify and synthesize
approach. Formal languages provide a mathematically based
and unambiguous description of the correctness of the system.

In reactive systems (i.e., systems which react to a dynamic,
a priori unknown environment), correctness will depend not
only on inputs and outputs of a computation, but on execution
of the system as well. Temporal logic is a formalism well-
suited for these types of problems in which the system must
react to an adversary or environment. Temporal logic is a
branch of logic that incorporates notions of temporal ordering
to reason about correctness of propositions over a sequence of
states. It was first used as a specification language by Pneuli
[18] in the 1970s. Temporal logic has been shown to be an
appropriate formalism to reason about various types of systems
and can be utilized to specify and verify properties in a number
of applications, including embedded systems, robotics, and
controls [8]. In this paper, we consider a version of temporal
logic called linear temporal logic (LTL). Before describing
LTL, we first define an atomic proposition, which is LTL’s
main building block.

Definition 1: A system consists of a set V of variables. The
domain of V , denoted dom(V ), is the set of valuations of V .

Definition 2: An atomic proposition is a statement on
valuation v ∈ dom(V ) with a unique truth value (True or
False) for a given v. Let the valuation v ∈ dom(V ) be a state
of the system, and p be an atomic proposition. Then v  p,
read v satisfies p, if p is True at that state v. Otherwise, v 6 p.

In the electric power system domain, the set of variables
includes, for instance, generator and contactor statuses. Valua-
tions of these variables include the health values of generators.
An atomic proposition could state that each generator in the
system be healthy.

Alongside atomic propositions, LTL also includes Boolean
connectors like negation (¬), disjunction (∨), conjunction (∧),
material implication (→), and two basic temporal modalities
next (#) and until ( U ). By combining these operators and
propositions, it is possible to specify a wide range of require-
ments on the desired behavior of a system and environment
assumptions. Given a set π of atomic propositions, an LTL
formula is defined inductively as follows:

• any atomic proposition p ∈ π is an LTL formula;
• given LTL formulas ϕ and ψ over π, ¬ϕ, ϕ∨ψ, #ϕ and
ϕ U ψ are also LTL formulas.

Given a set of valuations and a set π of atomic propositions
over valuations v ∈ dom(V ), LTL formulas over π are
interpreted over infinite sequences of states. For example, the
formula #ϕ holds for a sequence of states at the current step
of the sequence if ϕ is true in the next step. Formula ϕ1 U ϕ2

holds at the current step if at some future step ϕ2 holds and
ϕ1 holds at all steps until that future step.

Formulas involving other operators can be derived from
these basic ones. The until operator can be used to derive
two further temporal modalities that are used commonly in
LTL, namely eventually (3) and always (�). The formula 3ϕ
states that ϕ will be true at some point in the future, while
�ϕ is satisfied if and only if ϕ is true for all points. Figure 2
illustrates some temporal modalities that can be expressed in
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Fig. 2. Semantics of LTL temporal modalities. Propositions are reasoned
about over entire sequences of states. In the first sequence, atomic proposition
p is true for the initial state, denoted by a p above the first state in the sequence.
In the second sequence, p holds in the second state, or next step. In the third
sequence, p is true until the step when q becomes true. In the fourth sequence,
p is eventually true at some step. In the last sequence, p is true for every step.
A state without a label contains an arbitrary set of propositions.

LTL. On the left-hand side are LTL formulas over propositions
p and q, while on the right are sequences of states.

More formally, the semantics of LTL is given as follows.
Let σ = v0v1v2 . . . be an infinite sequence of valuations of
variables in V , and ϕ and ψ be LTL formulas. We say that ϕ
holds at position i ≥ 0 of σ, written vi |= ϕ, if and only if ϕ
holds for the remainder of the execution σ starting at position
i. Then, the satisfaction of ϕ by σ is inductively defined as:
• for atomic proposition p, vi |= p if and only if vi  p;
• vi |= ¬ϕ ⇐⇒ vi 6|= ϕ;
• vi |= ϕ ∨ ψ ⇐⇒ vi |= ϕ or vi |= ψ;
• vi |= #ϕ ⇐⇒ vi+1 |= ϕ; and
• vi |= ϕ U ψ ⇐⇒ ∃ k ≥ i such that vk |= ψ and vj |= ϕ

for all j, i ≤ j < k.
Based on this definition, #ϕ holds at position i of σ if and

only if ϕ holds at the next state vi+1, �ϕ holds at position i if
and only if ϕ holds at every position in σ starting at position
i, and 3ϕ holds at position i if and only if ϕ holds at some
position j ≥ i in σ.

Let Σ be the collection of all sequences of valuations of V .
Then, a system composed of the variables V is said to satisfy
ϕ if σ |= ϕ for all σ ∈ Σ. A set of models Σ satisfies ϕ,
denoted by Σ |= ϕ, if every model in Σ satisfies ϕ.

Examples of LTL formulas: Given a propositional formula,
common and widely used properties can be defined in terms
of their corresponding LTL formulas as follows.

Safety: Safety formulas assert that a state or sequence of
states will not be reached. In particular, we use a subclass
of safety formula referred to as invariants throughout this
paper. Invariant formula assert that a property will remain true
throughout the entire execution σ for all executions σ ∈ Σ.
Safety properties ensure that nothing bad will happen. A safety
specification for the electric power system could take the form
�(¬bus i paralleled) where i is the bus index.

Progress: Progress formula guarantee that a property holds

infinitely often in an execution σ. This property ensures
that the system will make progress. For example, always
eventually ensure that Bus 1 is powered can be written as:
� 3gen i powered.

Response: A response formula states that at some point
in the execution following a state where a property is true,
there exists a point where a second property is true. Response
properties can be used to describe how systems need to
react to changes in environment or operating conditions. A
response property can be used to describe how the system
should react to a generator failure. If a generator fails,
then at some point a corresponding contactor should open:
�((gen j not healthy) → 3(contactor k open)) where
j, k represent indices for generators and contactors, respec-
tively.

Remark 1: Properties typically studied in the control and
hybrid system domains are safety and stability. LTL can
express a more general class of properties. Typical speci-
fications seen with electric power systems or more-electric
aircraft in general involve safety (avoid unsafe configurations)
and response (if a failure occurs, then reconfigure). Progress
properties are not used since systems do not typically have
a “goal” state that needs to be reached, but instead consist
of a set of safe operational states. We use a combination of
response and modified progress formulas in order to capture
timing properties. See Section III-A for a more details on
the formal specifications used in the electric power system
protocol design.

IV. FORMAL SPECIFICATIONS FOR AIRCRAFT ELECTRIC
POWER SYSTEMS

Given the topology in Figure 1, the following list details
the temporal logic specifications that typically exist in the
synthesis of control protocols for electric power systems.

Environment Assumptions: Let G represent the set of
all generators in the electric power system topology. Let the
boolean variable g denote the health status of generator G ∈ G.
That is, the lowercase symbol represents the health status of
generator denoted by the corresponding uppercase symbol. We
use a similar convention between upper and lowercase symbols
in the remainder of the paper. The environment assumption
states that at least one generator must be healthy, i.e., have a
status of 1, at any given time. This is written as

�

{∨
G∈G

(g = 1)

}
. (1)

Unhealthy Generators: An unhealthy generator connected
to the system could create a short-circuit failure, generate
excess torque, cause overheating, or possible fires. We re-
quire any contactor adjoining a generator to open when that
generator becomes unhealthy. Let C represent the set of all
contactors in the electric power system. For G ∈ G, let CG ⊆ G
be the contactors directly neighboring G. In Figure 3, for
example, the sets CG1 and CG2 consist of contactors C1 and
C2, respectively. For a contactor C, let c be its status (for
example, 0 represents an open contactor, 1 a closed contactor).
Furthermore, the boolean variable c̃ denotes the controller
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command (intent) for contactor C. Note the difference between
status of contactor, denoted by c and intent of contactor c̃.
Once the intent c̃ gets set, that command then gets executed,
i.e., status c follows c̃ at a possibly later time step.

If a generator becomes unhealthy, then the contactors con-
necting to it should be commanded open, i.e., take the value of
0. The specification for disconnecting an unhealthy generator
can be written as∧

G∈G
�

{
(g = 0)→

∧
C∈CG

(c̃ = 0)

}
. (2)

No Paralleling of AC Sources: One way to avoid paral-
leling AC sources is to explicitly enumerate and eliminate all
configurations in which buses can be powered from multiple
sources. In the example shown in Figure 3, paralleling could
occur if contactors C1, C2, and C3 were all closed at the
same time. A specification would then be to never allow all
contactors along a path to close at the same time if that
path could connect two AC sources. This “global” approach
requires enumerating all possible paths between pairs of AC
sources, with the number of paths and components increasing
as the topology becomes more complex.

B1! B2!

G1!

C1! C2!

C3!

G2!

Fig. 3. A single-line diagram with two generators, two buses, and three
contactors. Paralleling of AC sources can occur if all three contactors C1,
C2, and C3 are all closed.

We take a “localized” view on specifications that no AC bus
can be simultaneously powered from multiple sources. Instead
of examining entire paths connecting generators to buses, we
focus on the source of power coming into or flowing out of
each bus. We first introduce the notion of power flow direction
in contactors, and then examine the flow direction at each bus.

Power flow direction is defined for contactors directly
connecting two buses. Contactors connecting generators to
buses are assumed to only allow power to flow in one direction
from generator to bus. (Note that while this assumption is
valid for this problem formulation, in reality the contactor
must respond in a manner to avoid backfeeding power into
a generator.) Let the set CB ⊂ C be the set of all contactors
that directly connect two AC buses. Let each bus connected to
a contactor in CB represent a “side” or direction from which
power can flow into or out of, and denote them as direction
1 and direction -1. In Figure 3, for example, contactor C3

directly connects buses B1 and B2, which are located on side
1 and -1 of C3, respectively. Consider contactor C ∈ CB . The
variable c̃ is the intended status of the contactor, and can take

values of {−1, 0, 1} corresponding to a closed contactor with
power flowing into side -1, an open contactor, and a closed
contactor with power flowing into side 1, respectively. Note
that the status of contactors connecting generators is Boolean,
while the status of contactors connecting two AC buses can
take three values.

For C ∈ CB , let B1
C denote the bus on side 1 of contactor

C, and B−1C the bus on side -1 of contactor C. The set N (B1
C)

contains all nodes, defined as either a bus or a generator, that
are directly connected to the bus on side 1 of contactor C.
Similarly, N (B−1C ) is the set of nearest nodes connected to
the bus on side -1 of contactor C. Sets N (B1

C) and N (B−1C )
do not include any contactors. For any bus B, let the boolean
variable b represent its power status (0 for unpowered, 1 for
powered). Consider contactor C in Figure 4, where B1

C = B3,
B−1C = B2, N (B1

C) = {G3, B4}, and N (B−1C ) = {G2, B1}.

B3! B4!B1! B2!

G2! G3! G4!G1!

Fig. 4. A single-line diagram depicting contactor C and its connecting two
buses B2 and B3, as well as neighboring nodes in N (B−1

C ) and N (B1
C).

The direction of power flow through a contactor is defined
by identifying the status of buses directly connected to a
contactor, and neighboring components N (B) of those buses.
For each component X ∈ N (B1

C) or X ∈ N (B−1C ), x is
the status. For contactors C ∈ Cb, if no node in N (B1

C) is
powered or healthy (depending on whether the node is a bus
or generator, respectively), then C cannot direct power from
side 1 to side -1 (i.e., c̃ cannot be 1). Alternatively, if no node
in N (B−1C ) is powered or healthy, then C cannot direct power
from side -1 to side 1 (i.e., c̃ should not be -1). Specifications
for contactor directionality can be written as the following.

If the bus on side 1 of contactor C is unpowered and none
of its neighboring nodes are powered, then its states should
be set to −1 (cannot direct power from side 1):

∧
C∈Cb

�

¬
(b1C = 1

)
∧

∨
X∈N (B1

C)

(X = 1)

→ ¬ (c̃ = −1)

 .
(3)

If the bus on side -1 of contactor C is unpowered and none
of its neighboring nodes are powered, then its states should
not be set to 1 (cannot direct power from side -1):

∧
C∈Cb

�

¬
(b−1C = 1) ∧

∨
X∈N (B−1

C )

(X = 1)

→ ¬(c̃ = 1)

 .
(4)

Once contactor directionality is established, specifications
for non-paralleling of AC sources can be examined at the
“local” level by considering each individual AC bus. Let BAC
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B!
B!

Fig. 5. A portion of the single-line diagram from Figure 1. Non-paralleling
specifications are written from the “local” viewpoint of each bus. Bus B is
on side -1 of contactor C−1

B , and on side 1 of contactor C1
B . No combination

of two contactors can be connected (and directing power into a bus) at the
same time.

be the set of AC buses. We now consider every combination
of contactors for which power may flow into the same bus.
Consider again the set CG ⊂ C to be the set of all contactors
connecting bus to a neighboring generator. In Figure 1, each
bus has, at most, three contactors through which power can
flow into the bus. The following specifications are written
for this case, and may be generalized for any number of
contactors through which power can flow into a bus. For each
bus B ∈ BAC , let each contactor C 6∈ CG connected to B
represent a “side” or direction of B. In typical configurations
only two directions are needed, though this method can be
generalized for more sides. For bus B that is on side 1 of a
contactor, denote that contactor as C1

B . Denote contactor C−1B
as the contactor for which bus B is on the -1 side. We disallow
any cases where power can flow into the bus through multiple
paths. These specifications can be written as∧

B∈BAC

�¬
∨

G∈N (B),C∈CG

[
(c = 1) ∧ (c1B = 1)

]
,

∧
B∈BAC

�¬
∨

G∈N (B),C∈CG

[
(c = 1) ∧ (c−1B = −1)

]
,

∧
B∈BAC

�¬
[
(c1B = 1) ∧ (c−1B = −1)

]
.

(5)

Power Status of Buses: A bus can only be powered if
a neighboring generator is healthy or a neighboring bus is
powered, and the contactor connecting to that bus is closed. If
no neighboring node is healthy or powered, or the contactor
is open, then the bus will be unpowered. Let B be the set
of all AC and DC buses. Consider generators G ∈ N (B) to
be the neighboring generators of bus B. For all generator-
contactor pairs directly neighboring a bus, the specification
can be written as∧
B∈B
�


 ∨
C∈CG,G∈N (B)

((c = 1) ∧ (g = 1))

→ (b = 1)

 .

(6)
We then examine all neighboring bus/contactor pairs con-

nected to bus B. Let B∗ ∈ N (B) be a neighbor bus to B,
where N 1(B) ⊂ N (B), and N−1(B) ⊂ N (B). Bus B is on
side 1 of components in N 1(B), and side -1 of N−1(B). A
bus may be powered if one of the following holds:

Bus B is powered if it is on side 1 of a contactor and
neighboring bus pair, the contactor is closed with power
flowing in the direction of side 1 and the neighboring bus
is powered. Then,

∧
B∈B
�


 ∨
B∗∈N 1(B)

(b∗ = 1) ∧ (c1B = 1)

→ (b = 1)

 .

(7)
Bus B is powered if on side -1 of the contactor and bus pair,

the contactor is closed with power flowing in the direction of
side -1, and the neighboring bus is powered. This is written
as∧
B∈B
�


 ∨
B∗∈N−1(B)

(b∗ = 1) ∧ (c−1B = −1)

→ (b = 1)

 .

(8)
If none of the above three conditions hold, bus B will be
unpowered.

Safety Criticality of Buses: Certain buses within the
distribution system will be connected to safety-critical loads,
e.g., flight actuators or de-icers, and need to remain powered.
Due to non-paralleling specifications, however, these buses
also need to be able to stay unpowered for short lengths
of time in order to reconfigure contactors without violating
specifications. Let Bs be the set of all safety-critical buses.
Denote the allowable length of time a bus can remain unpow-
ered as T . For example, typical values for T fall in the 50
msec range [16]. LTL reasons about temporal ordering, but
does not explicitly address the notion of real-time. Time in
this formulation is implemented through an additional clock
variable θB associated with bus B, and where each “tick”
of the clock represents δt time. The “tick” of the clock δt
represents both the time it takes for a contactor to open or
close (e.g., 10 msec), and the controller sampling time. Thus
θB can takes values from {0, δt, 2δt, . . . , Tδt}. For each safety-
critical bus in B ∈ Bs, these specifications can be written as
the following.

If bus B is unpowered, then in the next step, clock variable
θB will increment by 1 unit, which is written as

� {(b = 0)→ (#θB = θB + δt)} . (9)

If bus B is powered, then in the next step, clock variable
xB is reset to 0. This is written as

� {(b = 1)→ (#θB = 0)} . (10)

Clock variable xB will never be greater than the maximum
allowable unpowered time T

δt . This is implemented by

�

{
θB ≤

T

δt

}
. (11)

Remark 2: Specifications for DC components in the electric
power system are the same as those described by the AC
specifications except for two simplifications: (1) The non-
paralleling of AC sources specification may be ignored, and
(2) no DC bus may ever be unpowered.

Remark 3: LTL can be used to specify “real-time” prop-
erties for synchronous systems in which all processes (i.e.,
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components) proceed in a lock-step manner. The next operator
has a “time” measure so that, for a given property ϕ, #ϕ
signifies at the next time instant ϕ is true. To specify a property
occurring at some point in the future, multiple next operators
can be used, such that #kϕ , # # . . . # ϕ asserts that
property ϕ holds k time instants in the future. As an alternative
to multiple next operators, the “timed” specifications in the
electric power system uses a clock variable to define an
equivalent property.

V. SYNTHESIS OF REACTIVE CONTROL PROTOCOLS

A. The Design Problem

The overall goal of the design problem is synthesizing a
control protocol that, when implemented on the electric power
system, ensures that the controlled system satisfies the spec-
ifications discussed previously. Roughly speaking, contactors
are the actuators that can be controlled by the system, i.e., the
system reconfigures the distribution topology and the paths
through which the bus is powered by opening and closing
the contactors. The correctness of the system, on the other
hand, is not merely a function of the states of the controlled
variables. It needs to be interpreted in conjunction with the
statuses of the externalities that interact with the system yet,
cannot be controlled. For example, the generator from which
each bus shall be powered is constrained by the source priority
tables typically written as a function of the health statuses
of the generators, which cannot be controlled by the system.
Hence, the control protocol needs to react to the changes in
both the controlled variables and uncontrolled variables (also
called environment variables).

On the other hand, it is necessary to incorporate information
on potential environment conditions under which the system
is expected to operate. If the environment variables are not
properly constrained, then the resulting control protocol may
be overly conservative, and it and may not be possible to
construct a protocol that ensures the satisfaction of the system
requirements. For example, if all the generators simultaneously
stay unhealthy for a long enough time, then it is not possible
to satisfy the condition that the essential buses shall not
be unpowered longer than some prespecified period. Hence,
such behaviors of the environment shall be disregarded in
the protocol design. An essential component of the protocol
synthesis problem is the environment assumptions that specify
what environment behaviors the controller shall correctly react
to. Consequently, the overall goal is to design a protocol that
determines how the controlled variables shall move at each
point of the execution as a function of the behaviors of the
controlled and environment variables so far in the execution
as long as the environment assumptions are satisfied.

Remark 4: Note that this problem description also im-
plies that the resulting protocol will ensure that the system
requirements hold only when the environment assumptions
hold. That is, it does not provide any guarantees on the system
requirements when the environment violates its assumptions.

One of the main limitations in the common practice for
approaching design problems like the one posed above is that
the specifications are typically written in natural languages,

such as English, that are not mathematically based or suitable
for computational analysis or design. This limitation often
leads to a design flow where a candidate protocol builds on
legacy control protocols (e.g., from previous generations of
the aircraft) through a combination of ad hoc reasoning and
domain expertise. The verification of the correctness of the
design is left for post-design simulations and tests. There are
at least two shortcomings of this design flow also coined as
“design then verify”: The resulting control protocols are often
too complicated for formal reasoning. Moreover, the design
artifact is not suitable for formal verification because of the
lack for specifications expressed in a formal language in the
first place. Motivated by the shortcomings of this process,
we pursue a complementing approach, namely “specify and
synthesize.” Potential benefits of this change in the strategy for
establishing the correctness of the controllers include alleviat-
ing any ambiguity (and potentially even inconsistency) in the
specifications and partially automating the design procedure.
In the next section, we discuss a candidate formal specification
language and means for synthesizing reactive control protocols
from specifications expressed in this language.

B. Reactive Synthesis

We now, equipped with LTL as a specification language,
formally state the reactive synthesis problem. Let E and P
be sets of environment and controlled variables, respectively.
Let s = (e, p) ∈ dom(E)× dom(P ) be a state of the system.
Consider a LTL specification ϕ of assume-guarantee form

ϕ = ϕe → ϕs, (12)

where, roughly speaking, ϕe is the conjunction of LTL specifi-
cations that characterizes the assumptions on the environment
and ϕs is the conjunction of LTL specifications that character-
izes the system requirements. The synthesis problem is then
concerned with constructing a strategy, i.e., a partial function
f : (s0s1 . . . st−1, et) 7→ pt, that chooses the move of the
controlled variables based on the state sequence so far and the
behavior of the environment so that the system satisfies ϕs as
long as the environment satisfies ϕe. The synthesis problem
can be viewed as a two-player game between the environment
and the controlled plant: the environment attempts to falsify
the specification in (12) and the controlled plant tries to
satisfy it. Figure 6 shows a portion of an example resulting
automaton. Each state (node) represents a tuple of the current
valuation of system and environment variables. State 1, for
example, contains the initial states of both environment and
system (where values are only partially listed in the figure).
The system variable at the next step is determined by the
environment. From state 1, if the environment determines that
both GL and GR become unhealthy, i.e., set both to 0, then the
automaton goes to state 2, and the system variables C1 and C6

become 0. If the environment takes the transition from state 1
to state 3, then the system becomes C1 = 1 and C6 = 0.

For general LTL, it is known that the synthesis problem
has a doubly exponential complexity [8]. For a subset of LTL,
namely generalized reactivity (1) (GR(1)), Piterman et al., have
shown that it can be solved in polynomial time (polynomial
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Fig. 6. A portion of the resulting controller automaton for the centralized
problem. Dotted arrows represent transitions to states not depicted within
the figure. Listed within each node is a valuation of environment and
system variables. From state 1, an environment input determines whether the
automaton moves to state 2 or state 3.

in the number of valuations of the variables in E and P ) [7].
GR(1) specifications restrict ϕe and ϕs to take the following
form, for α ∈ {e, s},

ϕα := ϕαinit ∧
∧
i∈Iα1

2ϕα1,i ∧
∧
i∈Iα2

23ϕα2,i,

where ϕαinit is a propositional formula characterizing the initial
conditions; ϕα1,i are transition relations characterizing safe,
allowable moves and propositional formulas characterizing
invariants; and ϕα2,i are propositional formulas characterizing
states that should be attained infinitely often. Many interesting
temporal logic specifications can be expressed or easily trans-
formed into GR(1) specifications. See [7], [19] for a more
precise treatment of GR(1) synthesis and [6], [7], [19]–[21]
for case studies in which GR(1) synthesis has been used for
applications including hardware synthesis, motion planning for
autonomous vehicles, and vehicle management systems.

Given a GR(1) specification, the digital design synthesis tool
implemented in JTLV (a framework for developing temporal
verification algorithm) [22] generates a finite automaton that
represents a switching strategy for the system. The temporal
logic planning (TuLiP) toolbox, a collection of python-based
code for automatic synthesis of correct-by-construction em-
bedded control software provides an interface to JTLV [23].
For examples discussed in this paper, we use TuLiP.

Additional two-player temporal logic game solvers include
Anzu [24], Lily [25], Acacia [26], and Unbeast [27]. Anzu
implements a GR(1) game solver symbolically. Lily accepts
arbitrary LTL specifications and partially alleviates the re-
sulting high computational cost through optimizations of the

intermediate steps in the implementation [28]. Acacia and Un-
beast focus on the concept of bounded synthesis from [29] and
[30], respectively. See [31] for a detailed comparison of these
tools. Finally, the temporal logic specifications discussed in
Section VI are safety formulas. Therefore, it may be possible
to obtain performance improvements by exploring solvers that
are optimized to fragments (potentially more restrictive than
GR(1)) of LTL, e.g., see [32]. The use of less restrictive
LTL fragments is not explored in this paper, but is subject
to ongoing work.

C. Distributed Synthesis

The control protocols discussed in Section V-B are central-
ized in the sense that the controller has access to measurements
of all controlled and environment variables, and is able to
determine the evolution of all controlled variables in order to
satisfy a set of specifications. As discussed earlier, control ar-
chitectures for electric power systems on more-electric aircraft
will have distributed structures. We now detail a few reasons
for migrating to distributed control architectures.

Hardware challenges: A centralized controller onboard an
aircraft requires wiring from a central processing unit to all
components. The total length of wire can significantly increase
the weight of the aircraft. Local controllers allows for shorter
wires and increased efficiency due to this reduction in weight.

Increased resilience to failure: By distributing the imple-
mentation of the controller, the electric power system can be
more robust to failures, i.e., if one portion of the electric power
system malfunctions, the other sections are unaffected and can
still be fully operational.

Reduction of computational complexity: With an increased
number of electric components, the combination of configu-
rations the controller must account for quickly becomes in-
tractable for current verification and synthesis tools as well as
testing. A distributed controller design correctly decomposes
the design task into smaller subproblems each of which may
be easier to cope with.

Advantages from the distribution of the control design come
with increased importance of reasoning about the interfaces
between the controlled subsystems. There is relatively exten-
sive literature on compositional reasoning [33]–[35]. Here,
we follow the exposition in our recent work [13]. Figure
7 illustrates the decomposition of global specifications into
local specifications. For ease of presentation, consider the case
where the system SYS is decomposed into two subsystems
SYS1 and SYS2. For i = 1, 2, let Ei and Pi be the en-
vironment variables and controlled variables for SYSi such
that P1 ∪ P2 = P and P1 ∩ P2 = ∅. Let ϕe1 and ϕe2 be
LTL formulas containing variables in E1 and E2, respectively.
Similarly, let ϕs1 and ϕs2 be LTL formulas in terms of E1∪P1

and E2 ∪ P2, respectively. If the following conditions hold
1) any execution of the environment that satisfies ϕe also

satisfies (ϕe1 ∧ ϕe2),
2) any execution of the system that satisfies (ϕs1 ∧ ϕs2)

also satisfies ϕs, and
3) there exist two control protocols that realize the local

specifications (ϕe1 → ϕs1) and (ϕe2 → ϕs2),
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then, by a result in [13], implementing these two control pro-
tocols together leads to a system where the global specification
ϕe → ϕs is met.

!"!#$

!"!%$

∧!

Fig. 7. A schematic for the decomposition of global specifications into dis-
tributed controllers for two subsystems. The overall environment assumptions
ϕe and system guarantees ϕs are distributed into the two subsystems SYS1
and SYS2. Each subsystem has its own local environment assumptions and
system guarantees. In addition, SYS1 has an extra set of local guarantees φ1
that interact with SYS2 as environment assumptions φ′1, while SYS2 guarantees
contained in φ2 act as environment assumptions φ′2 for SYS1.

Two factors should be taken into account when choosing
local environment and controlled variables E1, E2, P1, and P2

and the local specifications. The first is the size of the state
space involved in the local synthesis problems. If the possible
valuations of variables involved in local specifications are
substantially less than the possible valuations of the variables
in the global specification, then distributed synthesis would
be computationally more efficient than the centralized one
(assuming the lengths of LTL formulas for the global and
the local specications are of the same order). The second
factor is the conservatism of the distributed synthesis. It is
possible that even if the centralized problem is realizable, the
local distributed synthesis may be unrealizable. Subsystems
may need to interact with each other through shared variables
(either information or physical values) in order to become
realizable. As seen in Figure 7, subsystem SYS1 provides
additional guarantees φ1 to subsystem SYS2, evaluated as
an environment assumption and denoted as φ′1. The same
interaction applies to the interface between SYS2, which sends
its own local guarantees φ2 to SYS1. If the following local
specifications (and interface refinements) hold:

φ′2 ∧ ϕe1 → ϕs1 ∧ φ1, (13)
φ′1 ∧ ϕe2 → ϕs2 ∧ φ2. (14)

Then the global specification ϕe → ϕs is realizable. Indeed,
let sets of executions be defined as

σe = {σ | σ |= ϕe}; ϕe′ = {σ|σ |= (ϕe1 ∧ ϕe2)};
σs = {σ | σ |= ϕs}; ϕs′ = {σ|σ |= (ϕs1 ∧ ϕs2)}.

Condition 1 implies that Σe′ ⊇ Σe, whereas condition 2
implies that Σs′ ⊆ Σs. Local variables and specifications
should be chosen so that conditions 1 and 2 are satisfied.
Moreover, the conservatism can be reduced by choosing ϕej
and ϕsj such that Σe′ is as “small” as possible, and the set
Σs′ is as “large” as possible in the sense of set inclusion. See

Section VI-C2 for an example of such a refinement and [13]
for more details.

VI. CASE STUDY

We address the problem of primary distribution in an electric
power system by examining a simplified version of the single-
line diagram. Figure 8 shows the portion of the single-line
diagram considered for the problem formulation used in the
rest of this paper. This topology consists of high-voltage AC
components; four generators connect to four buses via seven
contactors.

B3! B4!

C4! C7!

C5! C6!

B1! B2!

G1!

C1! C2!

C3!

G2! G3! G4!

Fig. 8. Simplified diagram of the SLD used in the centralized problem. Four
power sources connect to four buses through a series of seven contactors.

A. Variables

Variables used in this formulation, and shown in Figure 8,
are classified as environment, controlled, or dependent.

Environment Variables: Consider G1 and G4 to be stan-
dard high-voltage AC generators, while G2 and G3 are backup
generators connected to the APU. The health statuses of the all
four sources g1, g2, g3, and g4 can each take values of healthy
(1) and unhealthy (0). Again, we distinguish component vari-
ables and status variables by upper and lower cases, e.g., the
first generator is represented by G1, while its health status is
denoted by g1.

Controlled Variables: The statuses c1, c2, c5, c6 of contac-
tors connecting generators to buses can each take values of
open (0) or closed (1). A closed contactor will allow power
to pass through, while an open one does not. The statuses
(c3, c4, c7) of contactors located between buses can take three
values. A value of 0 denotes an open contactor. A value of -1
or 1 signifies a contactor is closed and that power is flowing
from side -1 or 1, respectively.

Dependent Variables: The power statuses (b1, b2, b3, b4) of
buses can be either powered (1) or unpowered (0) depending
on the status of neighboring contactors and generators.

B. Specifications

Given the topology in Figure 8, the specifications described
in Section IV reduce to the following specifications used in
the synthesis problem for the simplified single-line diagram.

Environment Assumption: The assumption that at least
one power source is always healthy from (1) becomes

� {(g1 = 1) ∨ (g2 = 1) ∨ (g3 = 1) ∨ (g4 = 1)} .

No Paralleling of AC Sources: In Figure 8, an instance
of paralleling may occur if G1 and G2 are both healthy,
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and contactors C1, C2, and C3 are all closed. Consider, for
example, power flow direction for contactor C3. In Figure 8,
we define bus B1 as the bus on side -1 of C3, and bus B2

on side 1 of C3. B1 corresponds to B−1C3
from notation used

in Section IV, while B2 = B−1C3
. Then, the neighbor nodes

of B1 is G1, i.e., N (B1) = {G1}, and N (B2) = {G2, B3}.
Equations (3) and (4) can be reduced to the following.

If generator G1 is unhealthy and bus B1 is unpowered, then
contactor C3 cannot direct power from side -1 to side 1, i.e.,
it cannot take a value of 1, and the intent variable c̃3 should
be assigned accordingly. This is written as

� {¬ ((g1 = 1) ∧ (b1 = 1))→ ¬(c̃3 = 1)} .

If generator G2 is healthy and B2 is unpowered, or if B3

and B2 are unpowered, then C3 cannot direct power from side
1 to side -1, i.e., take a value of −1, and the intent variable
c̃3 should be assigned accordingly. This can be written as

�
{

(¬((g2 = 1) ∧ (b3 = 1)) ∨ (¬((b2 = 1) ∧ (b3 = 1)))

→ ¬(c̃3 = −1)
}
.

A similar argument is made for contactor statuses c4 and c7.
Given direction of flow through contactors, we can examine

each bus and eliminate any configuration of contactors which
may allow for paralleling of sources. Consider bus B2, which
we define to be on side 1 of C3 and on side -1 of C4. Following
the notation in Section IV, contactor C2 ∈ CB2

, C3 = C1
B2

,
and C4 = C−1B2

. Then, equation (5) reduces to the following
specifications for bus B2

� {¬((c2 = 1) ∧ (c3 = 1))} ,
� {¬((c2 = 1) ∧ (c4 = −1))} ,
� {¬((c3 = 1) ∧ (c4 = −1))} .

Specifications for buses B1, B3, and B4 are applied similarly.
Power Status of Buses: Consider bus B2, located on side

-1 of contactor C4, and on side 1 of contactor C3. Equations
(6) and (8) reduce to the following.

For generator G2 ∈ N (B2) and C2 ∈ CG2 , if G2 is healthy
and contactor C2 is closed, then B2 will be powered. This is
written as

� {((g2 = 1) ∧ (c2 = 1))→ (b2 = 1)} .

For C3 = C1
B2

and B1 ∈ N 1(B2), if bus B1 is powered
and contactor C1 is closed with power flowing into side 1,
then B2 will be powered. This is written as

�{((b1 = 1) ∧ (c3 = 1))→ (b2 = 1)}.

For C4 = C−1B2
and B3 ∈ N−1(B2), if bus B3 is powered

and contactor C4 is closed with power flowing into side -1,
then B2 will be powered. This is written as

�{((b3 = 1) ∧ (c4 = −1))→ (b2 = 1)}.

If none of the previous properties holds, then B2 will be
unpowered, written as

�{(¬((g2 = 1) ∧ (c2 = 1)) ∨ ((b1 = 1) ∧ (c3 = 1))

∨((b3 = 1) ∧ (c4 = −1)))→ (b2 = 0)}.

A similar set of specifications is applied for bus statuses
B1, B3, and B4.

Safety Criticality of Buses: In this problem, we consider
buses B1 and B4 to be safety-critical buses, and can be
unpowered for no longer than five time steps. Each “tick” of
the clock variable θB1

and θB4
represents 10 msec. A safety

specification for bus B1 is of the following form:
If B1 is unpowered, then at the next time step clock θB1

increments by one “tick” such that

�{(b1 = 0)→ (#θB1 = θB1 + 1)}.

If B1 is powered, then at the next time step reset clock θB1

to zero. This is written as

�{(b1 = 1)→ (#θB1
= 0)}.

To ensure that B1 is never unpowered for more than 5 steps
(e.g., 50 msec), the specification becomes

�{θB1
≤ 5}.

Unhealthy Generators: When a generator becomes un-
healthy the controller will open its nearest contactor connect-
ing the generator to a bus. In Figure 8, the set of neighboring
contactors to generators are N (G1) = C1, N (G2) = C2,
N (G3) = C5, and N (G4) = C6. If, for example, generator
G3 becomes unhealthy, its neighboring contactor status intent
should be set to open (0). This specification can be written as

� {(g3 = 0)→ (c̃5 = 0)} .

C. Results

We now present some preliminary results for the formal
reactive synthesis of control protocols in an electric power
system for centralized and distributed controllers.

1) Centralized Controller Design: We now present the
results for the centralized case of the electric power system
design problem with variables and specifications discussed in
the previous section. Figure 9 shows the simplified single-line
diagram used in problem formulation overlaid with a sample
simulation run. The horizontal axis of each graph in the figure
represents the step of the simulation, starting at step 0 and
ending with step 5.

The four graphs in row 1 correspond to the statuses of
the environment variables. These values are arbitrarily input,
subject to the restrictions placed on the environment. At each
step, generator statuses can switch between healthy and un-
healthy as long as at least one source remains healthy. Graphs
in rows 2 and 3 correspond to the contactor statuses generated
from the synthesized control protocol. Because power can only
flow from a generator, the graphs for the contactors shown
in row 2 can only take values of open or closed. Graphs in
row 3, however, can take three values corresponding to open
or closed (with a direction). Graphs in row 4 correspond to
the buses, and the vertical axis represents the power status of
eachbus. Because buses are dependent variables, these values
are determined by the environment variables as well as the
contactor configurations.

To better understand the results shown in Figure 9 let us
examine the simulation graphs for a single step, namely step
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Fig. 9. A simulation result for a centralized controller for the electric power system. The horizontal axis represents the simulation step. Row 1 shows the
environment inputs for generator healths. Based on these values, the controller values for contactors are set to either open or closed, as seen in Row 2.
Additionally, Row 3 shows the direction of power flow through contactors C3, C4, and C7. Row 4 shows the power status for all four buses.

2. Generator status g1 is unhealthy and contactor status c1
is open. Status g2 is healthy, and c2 is closed. Bus status
b2 is powered because it is connected to g2, and b1 is
unpowered because both neighboring contactor statuses c1 and
c3 are open. Meanwhile, the generator status g4 is healthy
and c6 is closed. Therefore, bus status b4 is powered. Note,
however, that c5 remains closed even though the right auxiliary
generator is unhealthy. In the previous step, g3 was healthy,
and its intent to open c̃5 in step 2 does not get implemented
until step 4. In order to ensure non-paralleling of sources,
contactor status c7 must remain open at step 2 because c5 is
closed, even though no power is flowing from the g3. As a
result, bus status b3 is unpowered.

For safety-critical buses B1 and B4, their statuses are
never unpowered for more than two time steps throughout the
entire simulation sequence. This specification is not imposed
on the middle two buses, however, and and thus b3 can
remain unpowered for five steps without violating any system
requirements. In addition, at no time in the simulation run are
AC sources paralleled. Consider, for example, power flowing
to bus B1. When contactor status c1 is closed (steps 0, 1, and
4), c3 is always open.

The synthesis process produces a control protocol in the
form of a finite state automaton. The resulting automaton for
the electric power system centralized controller takes roughly
one minute to solve on a Mac Powerbook with a 2 GHz Intel
Core Duo processor, and has 200 states.

2) Distributed Control Architecture: In this section we
describe the results for a distributed control structure based
on the refinement technique discussed in Section V-C. More
specifically, we decompose the centralized electric power
system topology into two smaller subsystems and synthesize
two local controllers. When implemented together, these con-
trollers are guaranteed to be correct with respect to the global
specification. The physical decomposition of the electric power
system is shown in Figure 10. Let SYS1 represent subsystem on

the left, and SYS2 the subsystem on the right. The environment
and system variables for the two subsystems are denoted by
e1, s1, e2 and s2, respectively.

We now present results for two types of distributed control
architectures: master/slave and bi-directional.

Master/Slave Control Architecture: For a master/slave
architecture, power flow between the decomposed systems
is controlled by one side, and unidirectional only. For the
decomposition shown in Figure 10, subsystem SYS2 is the
“master” and can control the supply of power that can flow
via contactor C4. Subsystem SYS1 is the “slave” and can
only receive power when SYS2 provides it. We decompose the
global environment assumption, in which at least one power
source must remain healthy at each step, such that

ϕe2 = �(g3 = 1 ∨ g4 = 1),

ϕe1 = �(true).

The specification for ϕe1 states that there are no restrictions
on the behavior of ϕe1 . The assumption placed on ϕe2 ensures
that for any execution σ ∈ Σ, the controller for SYS2 is able
to supply power to SYS1 at any step. Health status information
for g1 and g2 are sent to the SYS2 via a health status variable
H1. The variable is set to 0 if neither source is healthy, and
is set of 1 if either g1 or g2 is healthy so that ϕe2 can assume
knowledge about the health status of the left side.

In order for the master/slave distributed synthesis problem
to become realizable, additional assumptions and guarantees
(i.e., interface refinements) need to be implemented. It is not
enough for generators G3 and G4 to be able to generate
power at all steps. The controller for SYS2 must also be
able to guarantee that power can be delivered to SYS1. Thus,
we introduce φ2 as a guarantee for controller SYS2, and
denote φ′2 as an assumption for controller SYS1. Because the
master subsystem controls the flow of power, a single-sided
refinement is sufficient for the design problem to be realizable,
and we can set φ1 = true. The additional specification φ2
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Fig. 10. A distributed controller decomposition for the electric power system.
Components enclosed within the dashed rectangles are controlled by their own
respective controllers. The dashed arrow represents information flow, in the
form of a health status variable, directed from SYS1 to SYS2. The solid arrow
represents the physical transfer of power from SYS2 to SYS1.

imposes conditions on contactor status c4 and bus status b3
(the components nearest to the interface of SYS2 and SYS1.
These specifications are of the following form: Bus B3 is never
unpowered for a pre-specified period of time T . Essentially,
B3 becomes a safety-critical bus, and we introduce a variable
t3 that is used as a counter to monitor the power status

�{(B3 = 0)→ (#t3 = t3 + 1)} ∧ �{(B3 = 1)

→ (#t3 = 0)} ∧ �{t3 ≤ T}.

If health status H1 = 0, i.e., both g1 and g2 are unhealthy,
then, whenever b3 is powered, c4 will close

�{((H1 = 0) ∧ (B3 = 1))→ (C̃4 = −1)}.

A similar modification is made for the case when power
flows from SYS1 to SYS2 (and SYS2 still remains master). In
both of the cases discussed in the master/slave architecture,
all other specifications remain the same as those discussed
from Section VI-B and decomposed with their respective
components. Simulation results are comparable to those for
the centralized controller, shown in Figure 9, and thus omitted.

Decentralized Control Architecture: Consider again the
physical decomposition shown in Figure 10, where power is
allowed to flow from either subsystem to the other. The phys-
ical actuation of contactor C4 is still controlled by the right
side. The environment variables for SYS1 include g1, g2, and
c4, while environment variables for SYS2 contain g3, g4, b2,
and H1. Note that this differs from the master/slave control
architecture with the necessary addition of b2 as an environ-
ment variable to allow for power to flow in two directions.

The case where there is power flow between SYS1 and SYS2

corresponds to an interconnection where part of the output of
each system acts as an environment variable for the other, i.e.,
both φ1 and φ2 are non-trivial. In order to ensure that the
interconnection is well-posed, i.e., the interconnected system
avoids deadlock, environment variables should be partitioned
into external and feedback parts. For subsystem SYS1, external
environment variables are g1 and g2, while the feedback
environment is contactor status c4. In order for the system
to be well-posed, decisions made by the controller for SYS1

at step t must use the value of c4 at the previous step t−1. A
deadlock situation can occur between subsystems if this time
shift is not accounted for, where each subsystem waits on an
action from the other subsystem before it can make a move.
See [13] for further discussion.

Due to the issue of well-posedness in the decentralized
controller architecture, additional specifications are introduced
in order to make the problem realizable. In order to success-
fully synthesize controllers for each subsystem, the following
guarantees/assumptions are imposed.
• For SYS2, if neither g3 nor g4 is healthy, then bus status
b2 is powered. This is written as

φr = �{g3 = 1 ∨ g4 = 1 ∨ b2 = 1}.

• For SYS1, if neither g1 nor g2 is healthy, then power will
be delivered through C4. This is written as

φl = �{g1 = 0 ∧ g2 = 0→ (c4 = −1)}.

Because power must be able to be delivered to both sub-
systems, safety-critical buses are moved to those buses nearest
the interface, i.e., to B2 and B3. In order to enforce well-
posedness, specifications for the controller for SYS1 involving
c4 are defined with additional next operators to implement a
shift in time step. For the decentralized synthesis problem to
be realizable, contactor delays are thus omitted in this problem
formulation in order avoid conflicting specifications.

There are advantages and disadvantages in synthesizing
controllers for a centralized versus distributed architectures.
A centralized controller has complete knowledge of all com-
ponents’ statuses. It can anticipate the behavior of the entire
environment, and thus control protocols can be less conser-
vative (e.g. longer delays in contactor closing/opening times).
For large-scale systems, though, a less-conservative controller
comes at the cost of computational complexity. Distributed
synthesis can be solved using less memory (due to the
smaller number of components) and are thus more scalable
to larger problems. However, due to lack of full information
between subsystems, additional refinements are required at
the interfaces. These refinements involve a more conservative
contactor and bus configuration, (e.g, buses at the interface
need to be powered more often). This is easily implementable
for a master/slave architecture in which only a single-sided
refinement is necessary. For the bi-directional distributed case
in which refinements ϕ1 and ϕ2 are needed, well-posedness
conditions further restrict the system. Contactor delays are no
longer possible, and additional specifications are imposed on
all components along the interfaces.

VII. CONCLUSION AND FUTURE WORK

This paper demonstrates how text-based specifications can
be converted into a temporal logic specification language in a
representative, small case study. Given a set topology for an
electric power system, as seen in the single-line diagram from
Figure 1 and a set of system requirements formalized in linear
temporal logic, we automatically synthesize a control protocol
for an electric power system on a more-electric aircraft. The
resulting controller allows generators and APUs to connect
and disconnect to buses through the closing and opening
of contactors. The health status of each generator/APU is
uncontrollable, and thus considered an environment action.
The controller reacts to changes in the environment and is
guaranteed, by construction, to satisfy the desired properties
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even in the presence generator failures. We synthesized a
centralized controller where statuses of all components (gen-
erators, contactors, and buses) are known. We also created
distributed and decentralized controllers by refining the overall
system specifications. This refinement involves additional as-
sumptions and guarantees between subsystem interfaces (i.e.,
specifications on the components that interact with other
subsystems). For a distributed controller, we implemented
a master/slave architecture where one subsystem has full
authority for routing power to the other subsystem. In the
decentralized controller design, we allow power exchange
between two subsystems to flow in both directions, again
refining the interface specifications.

The distributed and decentralized control protocols take less
computational time to synthesize due to fewer components
within each subsystems, and thus smaller state spaces. They
are, however, more conservative than a centralized controller in
terms of length of time non-essential buses are powered. Buses
closer to the interfaces between subsystems are now powered
for longer lengths of time in order to anticipate power requests
from the other subsystem. From the basis of the preliminary
work in this paper, there are a number of potential directions
for both practical and theoretical future work. We conclude
the paper with a non-exhaustive list:

The number of components and specifications in the full
scale electric power system represented in the single-line
diagram creates a problem that is too computationally complex
for current synthesis tools. There are two ways to address
this challenge. The first is the method presented in this
paper via distributed controllers. The decomposition of overall
system specifications into subsystem specifications, including
interface assumptions and guarantees, is currently generated in
an ad hoc manner. Future work will focus on automating the
process of specification decomposition. The second approach
to addressing the full scale problem may be in the use of linear
temporal logic as a specification language. The specifications
inherent in the electric power system problem concern safety
requirements only (i.e., requirements only need be written with
the temporal operator “always.”) Thus, it does not utilize the
full expressivity of LTL. It might be possible to solve larger
scale problems by exploiting the case that specifications only
deal with safety.

The timing specifications, (e.g., safety and contactor open/-
closing times) in the electric power system problem are
addressed with the use of clocks by way of an additional
counter variable. This discretization of time further adds to
the difficulties arising from state space explosion. We are
currently examining the use of timed verification and synthesis
tools, in particular, UPPAAL-TIGA [36]. The efficiency of
these timed verification tools, however, is still dependent on
the number of clocks used in the model. To that end, we are
also exploring the use of receding horizon control techniques
on a subset of problems that limit the number of active
timed specifications occurring over the span of one problem.
See [21] for more details on receding horizon control with
temporal logic specifications. One open issue not addressed
is what level of abstraction is needed for modeling, design,
and specifications of an electric power system. Control of the

power quality from generators is considered at a continuous
level of abstraction. Load management and load shedding are
considered at a discrete low-level of abstraction. Both of these
problems, although at different levels of abstraction, should be
interfaced with the primary distribution problem discussed in
this paper.
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